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Chapter 1: Introduction

1.1 Motivation

Unmanned Aerial Systems (UAS) are uniquely useful in hazardous scenarios, such as disaster

and emergency response, where they have gained recent attention [2] [3] for their capability to enter

these hazardous sites, off-loading responders from the risk and communicating critical information

to them. These scenarios often require close approach to hazards and obstacles to collect adequate

information, often indoors, where maneuverability of the UAV is critical. In these tight spaces, a

miniaturized UAV, also known as a Micro Air Vehicle (MAV), offers the maneuverability and dimen-

sions necessary. Generally, a pilot is required for the MAV in such tight spaces, necessitating a line

of sight to the vehicle or a live video feed which is not always feasible and runs the risk of human

error. By increasing UAV autonomy under these hazardous conditions, the pilot's performance can be

improved by collision avoidance or even minimized altogether by of�oading more piloting tasks to the

UAV. By of�oading a majority of the piloting tasks to the UAV, a lower communications bandwidth

is required and non-line-of-sight operations may be enabled, reducing the burden on human operators

while simultaneously increasing capabilities.

Challenges to UAV autonomy in these environments have gathered much attention recently, for

example, indoors [4], collapsed buildings [5], �res [6], caves [7], and even other planets [8]. One

major challenge for autonomy in these scenarios is a loss of position estimation, which is critical for

any level of autonomous operations, and many other operations, such as mapping. UAVs commonly

use a Global Navigation Satellite System (GNSS) such as the Global Positioning System (GPS) to

estimate their global position. In these indoor environments, or in the case of jamming or use on other

planets, GNSS localization can be denied to a UAS, leaving it without a global position estimate, and
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as such, GPS-denied navigation has become a subject of interest in the �eld [9]. Without a global

position estimate, the UAS must fall back on using its estimated change in position, also known as

odometry.

Most GPS-denied localization methods involve one or multiple onboard sensors that are used to

estimate difference in position as the vehicle navigates the environment. A wide range of sensors have

been applied for GPS-denied localization, for example, LiDaR, IMU, sonar, pressure sensors, time of

�ight cameras, and monocular or stereo cameras in multiple spectra (e.g. RGB, thermal) [10]. These

sensors are typically combined with one another in the process of sensor fusion [11] in order to create

a more accurate �nal estimation. Additionally, even with a GPS signal, non-GPS localization methods

can be combined with GPS to create a more accurate estimate of the UAV location [11].

There are a wide range of solutions to localization without GPS [9] [12]. However, many of

them are impractical for the applications discussed in this paper. For example: LiDaR requires a heavy,

power-consuming, and costly sensor which is impractical for a MAV; inertial navigation systems (INS)

quickly accumulate high amounts of drift [13], becoming highly inaccurate; and beacon-based naviga-

tion requires placement of beacons beforehand, which is impossible in exploration scenarios. As such,

many MAVs in these scenarios choose to use a camera as the primary sensor for odometry. However,

using only a camera leads to long-term drift, and as such, an IMU is often included in the state estima-

tion in order to correct for this drift. Such a robust system combining a camera and IMU is known as

visual-inertial odometry (VIO).

Because VIO requires visual information to function, certain adverse visual factors can severely

impact its accuracy. Adverse visual factors such as smoke, fog, glare, or a dirty lens impact visibility,

but VIO can lose accuracy even in perfect visibility: a featureless image, an image containing iden-

tical features, or a dynamic environment with moving features are all possible failure modes of VIO.
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Additionally, VIO is not the only UAS process that suffers from visual failure modes: any visual or

visual-inertial system may exhibit many of the same failure modes, such as simultaneous localization

and mapping (SLAM) [14].

Research into visual-inertial failure modes has gathered attention in recent years as MAVs have

become increasingly commonplace, along with research into their applications in hazardous scenarios

such as disaster response. As discussed by [1], a VIO algorithm to improve robustness to variable

lighting conditions was presented in [15]; in [16], lens contaminants were computationally removed,

whereas [17] tested VIO algorithms on both lighting conditions and lens contamination; [18] dealt

with foggy weather and similarly [19] addressed smoke; and [20] addressed dynamic features caused

by motion in the environment; [21] tested visual odometry performance in rain. In recent years, neural

networks have been increasingly applied to VIO; [22] and [23] have speci�cally studied applications

of neural networks in generally challenging environments for VIO, while [24] investigated application

of DNNs speci�cally to address dynamic features and loop-closure challenges. Other studies looked

at different camera con�gurations; [25], [26], and [27] combined multiple cameras to provide more

information to the VIO algorithm, while [28] took this concept all the way with a 360-degree camera.

Despite the current research into VIO failure modes, there seems to be an overall lack of public

visual-inertial �ight datasets containing both adverse visual factors and a corresponding non-adverse

baseline, which would be a dataset comprised of the same images and the same ground truth trajectory,

only without the adverse visual factor present. Existing public visual datasets containing adverse

visual factors either do not have a baseline [29] or are challenging to reproduce [30]. Additionally,

�ight datasets can be prohibitively dif�cult to reproduce due to the uncertain nature of �ight and

visual factors such as smoke and dust. Such a visual-inertial adverse visual factor dataset that is

public, contains a baseline, and addresses the reproducibility problem could enable the evaluation of

3



the robustness of many different VIO approaches to adverse visual factors, which may drive innovation

in VIO algorithms and related �elds, such as autonomy countermeasures and mapping.

One possible solution to the dataset reproducibility and baseline problem is the usage of a

simulation-based synthetic dataset; the nature of a simulation allows for the exact replication of con-

ditions between collection of data sequences. However, a simulation-based approach cannot perfectly

mirror reality, and computational requirements for a simulation become increasingly logistically chal-

lenging the closer it must mirror reality. In contrast, an augmentation-based approach combines the

realism of a real-world, non-synthetic dataset with simulated adverse visual factors.

This thesis aims to address both the reproducibility and baseline problems in current visual-

inertial adverse visual factor datasets by applying a reproducible methodology to create such datasets

and evaluating the performance of VIO on them. Two approaches are used: �rst, a real-world experi-

mental dataset is collected containing non-synthetic adverse visual factors in a constrained laboratory

setup utilizing a robot arm setup that has high reproducibility and ground truth accuracy. Second, an

existing real-world visual-inertial dataset is augmented with simulated adverse visual factors which

would be problematic to replicate in a real-world setup. By undertaking the creation and evaluation of

these real and augmented adverse visual factor datasets, this thesis offers insights to how visual-inertial

odometry may be affected in these hazardous environments along with a pipeline and methodology for

further testing in such conditions.

1.2 Relation to State of The Art

Investigations into the robustness of visual-inertial algorithms to various environmental condi-

tions have been undertaken before. However, there seems to be a signi�cant lack in reproducible
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public datasets that also contain a valid baseline which would allow for isolation of the adverse visual

factor. This thesis intends to contribute to this growing body of work by applying a methodology

that provides a baseline alongside adverse visual factors using a reproducible foundation for future

investigations into visual-inertial robustness to build on top of.

Visual localization may be the most common solution to localization in GPS-denied environ-

ments, and is implementable on a MAV due to the small form factor of a camera. Visual localization

can be relative or absolute. Relative visual localization, which measures position relative to the starting

point, is often achieved using either visual odometry (VO), visual-inertial odometry (VIO) or visual

SLAM [14]. Some methods exist to localize these relative methods on a global map using satellite

imagery and pre-existing maps, giving vision-based methods the capability to offer the absolute po-

sitioning that GPS would otherwise provide [13]. However, this thesis focuses only on the relative

visual localization problem, as it appears to be more of a bottleneck to increased autonomy in these

scenarios.

The SubT-MRS dataset [29] is perhaps the most comprehensive visual-inertial dataset currently

available that focuses on adverse visual factors. While it includes a wide breadth of data, each sequence

presents a different trajectory, with no baseline non-adverse sequence provided that would allow for

the isolation of the adverse visual factor's effect on performance. This no-baseline quality seems to

be shared by nearly all public real-world adverse-visual-factor datasets [31] [32] [33], which may be

due to the dif�culty in repeating the exact same trajectory during the chaotic movement of �ight. In

contrast, this thesis demonstrates the use of a highly repeatable and accurate robot arm to provide a

baseline sequence with no adverse visual factor which shares the same trajectory as the sequence with

adverse visual factor, enabling the isolation of the adverse visual factor's effect.

Published datasets are far from the only evaluations of adverse visual factors on visual-inertial
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odometry. Many papers follow the paradigm of proposing a new VIO algorithm to address a speci�c

adverse visual factor, which necessitates creation or usage of such a dataset to evaluate the new al-

gorithm. This paper instead does not aim to propose any new VIO algorithms, instead focusing on

isolating the effects of adverse visual factors on existing VIO algorithms. The effect of adverse visual

factors has also been investigated in vision-based detection of UAVs [34]. However, this thesis focuses

on odometry from the perspective of the UAV, not detection of UAVs within an image.

The synthetic generation of a dataset via simulation can solve both the baseline and reproducibil-

ity problems due to the completely reproducible nature of a simulation. Synthetic data has gained

much attention in recent years, for example being applied to vision-based UAV navigation with the

TartanAir dataset [35] and used to simulate smoke-heavy environments in UAV �ight [6]. However,

while simulation environments grow increasingly realistic, they are still not a complete substitute for

the real world, where VIO algorithms will be applied. By including real-world data in the dataset,

VIO algorithms tested on it are brought one step closer to real-world application. As such, this thesis

uses real-world visual-inertial data in all sequences, and uses a hybrid augmentation-based approach

to simulate some of the adverse visual factors on top of real-world data.

Augmentation of adverse visual factors to existing real-world data has been investigated in order

to improve robustness in machine-learning models [36]. However, a variety of different approaches

for the augmentation have been attempted. Rain, fog, and snow were augmented onto existing datasets

in both [37] and [38]; however, the former used diffusion and generative adversarial networks (GAN),

while the latter used a simulation environment in the Unity game engine. Several lens and lighting

effects were augmented onto real images in [39], which used a custom parameter-based image pro-

cessing algorithm. This paper chooses a method similar to the one presented in [38], but instead of

using the Unity game engine, the 3D graphics application called Blender is used. In contrast to Unity,

6



Blender, as a 3D graphics program, is built with photorealism, physically-based rendering, �uid simu-

lations, ray-tracing, and compositing integrated and out-of-the-box [40]. Meanwhile, other approaches

such as diffusion or generative AI struggle with consistency and physically-accurate simulation. For

these reasons, this thesis uses Blender to simulate select adverse visual factors for augmentation on

top of real-world imagery.

Many VIO performance evaluations to date have used the absolute trajectory error (ATE), which

represents the average difference in position or rotation between the estimated trajectory and ground

truth [41]. Evaluating VIO only based on ATE presents serious drawbacks for autonomy applications,

since the stability of control loops and autonomy processes will heavily depend on relative pose dif-

ferences, i.e. velocity. The ATE has been supplemented before with relative pose error (RPE) [42],

which evaluates the short-term local consistencies of the estimates trajectory relative to ground truth,

providing a more drift-robust and relevant performance metric for autonomous applications. How-

ever, short spikes in velocity can still crash the vehicle when VIO is running within the control loop,

which [29] addresses through the development of a robustness metric based on velocity. A handful of

studies [43] have analyzed the frequency domain of trajectories, but such analyses remain rare. This

thesis evaluates VIO by using both ATE and linear/angular velocity errors, applying RMSE to both

to penalize outliers, and additionally analyzes the frequency domain to characterize noise in velocity

estimation.

1.3 Technical Approach

This thesis applies a methodology to test and evaluate visual-inertial odometry performance

under adverse visual factors. In contrast to previous work, this methodology includes a highly repro-
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ducible setup with sub-mm accuracy ground truth, which crucially allows for recording baseline data

which is used to isolate the effect of the adverse visual factor.

In order to create such a precise setup, a UR5 robot arm is used to manipulate the camera-

IMU system, selected due to its sub-mm accuracy and precision [44] in executing a trajectory and

recording it, providing both a reproducible trajectory and accurate ground-truth trajectory data. A

MAV containing cameras and an IMU is then mounted on the end effector of the arm, providing the

camera-IMU sensor package used to record the visual-inertial dataset. The robot-MAV system is then

surrounded by a circle of foam panels which have a baseline high-feature pattern on their surface.

The MAV is then connected to a ground station, which gives the command to begin recording visual-

inertial data. The robot end effector then executes a pre-planned trajectory, moving the MAV around

the environment in a �ight-analogous pattern. This same trajectory is then repeated with a different

visual factor present, for example, by changing one of the panels out. Together, this creates one

dataset with multiple sequences containing adverse visual factors as well as a baseline, which all share

the same ground truth trajectory, allowing for direct comparison between the VIO performance on the

baseline sequence versus the adverse-visual-factor sequence. This setup is shown in Figure 1.1, with

highlighted MAV (blue) ; UR5 robot arm (orange) ; camera ground truth trajectory (green) ; and foam

panel which is replaced between runs (red).

Augmentation of adverse visual factors on top of a real-world dataset has several advantages

over the precise real-world setup shown in Figure 1.1. Most notably, the baseline in any augmentation

methodology is simply the non-augmented data for any visual-inertial dataset. This means that the

non-augmented baseline in an augmented methodology can be guaranteed to be exactly the same as

the data with augmented visual factors, minus the visual factor, which cannot be guaranteed in the

experimental setup. Additionally, visual factors that are logistically challenging and highly random,
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Figure 1.1: Experimental data collection setup [1]
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like smoke, are possible to replicate exactly and with minimal resources in an augmentation-based

setup. As such, as a proof-of-concept, this paper chooses to add the adverse visual factor of smoke

to the real-world EuRoC dataset [45], which is widely used in the literature as a standard UAV �ight

dataset for testing VIO.

The augmentation of smoke to the EuRoC dataset is achieved through the use of the 3D computer

graphics software Blender. First, a 3D scan of the environment provided by the EuRoC dataset is

loaded into Blender. This environment does not need to be completely accurate, and is removed

later; as such, a scan is not required, and running SLAM on the source dataset could provide such a 3D

environment if desired. The smoke is then simulated in this 3D environment using Blender's smoothed

particle hydrodynamics (SPH) system, which is capable of creating photorealistic �uid simulations

[46]. Then, each image in the dataset is stepped through, with the simulation moving the camera to

the exact position where the image was captured using the provided ground truth data. The simulation

is then also stepped forward to the timestamp of the source image. Finally, the simulation image is

rendered, the 3D environment subtracted, and the result re-combined with the original non-adverse

image to create an augmented image. This process is shown in Figure 1.2.

VIO is run of�ine on the datasets for convenience, using a VIO algorithm which is capable of

real-time performance, in this case, VINS-Mono and OpenVINS. Evaluation of the adverse visual fac-

tors effects on VIO performance is achieved through a combination of practical performance metrics.

Estimated pose errors versus ground truth are broadly divided into four components: translational and

rotational, and their derivatives, velocity and angular velocity. Each of these errors are compared to the

baseline data error in combination with the known time of visual factor presence in order to isolate the

effect of the adverse visual factor with respect to time. The errors over time are then each combined

into an RMSE in order to obtain one performance metric of each component for each visual factor.
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Figure 1.2: Concept of dataset augmentation using Blender [1]
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Additionally, a frequency-domain analysis is performed on the experimental data in order to character-

ize the short-term noise added by the adverse visual factor, which is enabled by the use of sinusoidal

parameterization of the trajectory, i.e. a signal frequency exists in the experimental data which can be

used to compute signal-to-noise ratio (SNR). These performance metrics are qualitatively weighted in

an analysis of the impact of each visual factor on the VIO performance.

1.4 Contributions

The three major contributions of this thesis are:

1. Design and implementation of an experimental methodology to isolate the effect of adverse

visual factors on VIO: An experimental laboratory setup to record real-world visual-inertial

data containing adverse visual factors is presented and used to test VIO performance. The setup

notably has the repeatability necessary to produce multiple sequences that contain the same

ground truth trajectory, enabling collection of a baseline sequence of images with no adverse

visual factor. The baseline sequence may be compared to sequences containing adverse visual

factors, allowing for isolation of the effect of the adverse visual factor.

2. Application of an augmentation-based approach to isolate the effect of synthetic adverse

visual factors on VIO: An augmentation-based setup is presented and applied which can add

photorealistic simulated adverse visual factors to existing real-world visual-inertial datasets. The

use of augmentation allows for both reproducibility of logistically-challenging adverse visual

factors and for the creation of a corresponding baseline sequence on any existing visual-inertial

dataset, allowing for the isolation of the effect of the simulated adverse visual factors in a less-

constrained setup.
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3. A quantitative evaluation of the effect of selected adverse visual factors on VIO: An inves-

tigation into the effects of the adverse visual factors from the real-world and augmented datasets

on VIO performance is presented. This evaluation represents a contribution to a wider effort

to understand the effects of adverse visual factors on VIO, serving as a proof-of-concept for

the ability of the experimental and augmentation-based methodologies to isolate the effect of

adverse visual factors.

This thesis builds upon previous research by the author published in [1]. In [1], the same method-

ology to collect and create data containing adverse visual factors is presented, and an analysis of VIO

on the data is conducted, using VINS-Mono on the experimental data and OpenVINS on the aug-

mented data. However, in contrast to [1], this thesis uses a larger set of experimental data, presents

a more detailed methodology, and applies new evaluation and analysis techniques to arrive at novel

�ndings.

1.5 Outline of Thesis

Chapter 2 provides a detailed background on visual-inertial odometry, information necessary

to understand the process of creating the real-world and augmented adverse visual factor datasets,

and methods used to analyze VIO performance. Chapter 3 then details the collection of the lab-

based experimental adverse visual factor data and an evaluation of VIO performance on it. Similarly,

Chapter 4 details the augmentation of the existing EuRoC visual-inertial dataset with the adverse visual

factor of smoke, and proceeds to evaluate VIO performance in an attempt to isolate the effect of the

smoke. Finally, Chapter 5 concludes this thesis with a summary of research contributions along with

suggestions for future work to further the �eld.
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Chapter 2: Background and Methodology

This chapter provides a detailed background on the concepts and methodology necessary to

understand this thesis.

2.1 Visual-Inertial Odometry

Visual-inertial odometry (VIO), which fuses information from a camera and IMU for pose es-

timation, may be the most common GPS-denied localization methods [10], is easily implemented on

a MAV, can deal with some loss of vision, and requires relatively lower cost and mass than alterna-

tives such as Lidar. As such, this paper primarily focuses on VIO for evaluation, but the data and

methodology can be extended to any camera-based navigation system.

Fusing the visual information from a camera with inertial information from an IMU (i.e. visual-

inertial odometry, or VIO) results in several major bene�ts for visual localization [14]. First, vision-

only pose estimates accumulate long-term drift as errors between images stack up, while IMU-only

pose estimates accumulate large, random spikes of drift in the short term. Therefore, combining the

IMU and camera data results in a solution which is both stable in the short term and long term. Ad-

ditionally, monocular (single-camera) visual odometry has ambiguous scale, and so by adding inertial

data, the trajectory scale can be accurately measured without any priors. This combination makes

visual-inertial odometry (VIO) signi�cantly more robust and applicable than vision-only odometry,

and as such, this paper focuses on the use of VIO for localization.

VIO necessitates tracking of motion between frames, which can be done with either direct or
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indirect methods. Direct methods work by directly comparing all pixel intensities between two frames

and minimizing a photometric error between them [47]. However, direct methods require comparison

of all pixels, resulting in a large computational overhead, and direct methods struggle with illumination

changes due to operating based off of pixel intensity. In comparison, indirect methods which operate

by tracking speci�c points, also known as features, require relatively fewer resources and provide

greater robustness to illumination variation since the features are de�ned by their relationship to the

surroundings. As such, this paper focuses on feature-based VIO methods due to their robustness and

capability to run in real-time on a MAV.

2.2 Experimental Data Collection Setup

2.2.1 Intrigue MAV Platform

The MAV platform used in the experimental lab setup is an early version of the custom-built

MAV named Intrigue, detailed in [5]. Intrigue was purpose-built to �y in tight, GPS-denied indoors

spaces under hazardous conditions in missions such as search-and-rescue. As such, Intrigue serves as

a representative MAV for the scenarios that motivate this paper. A detailed view of the early version

of Intrigue is shown in Figure 2.1.

The Intrigue MAV was out�tted with an IMU and cameras for GPS-denied navigation using

visual-inertial odometry. Onboard its ModalAI VOXL 2 computer, it ran visual-inertial odometry using

its proprietary QVIO service. Intrigue was intended for SLAM applications, and achieved detailed,

real-time RGB mapping and localization in the 2023 NIST UAS 3D Mapping Challenge 5.0 [5].

Two cameras on Intrigue are used for VIO and SLAM: the small M0014 greyscale tracking

camera, and the high-resolution IMX412 RGB camera. In [5] the M0014 camera was used for tracking
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