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Abstract—In mass casualty incidents, accurate triage of casual-
ties is a critical component towards maximizing total survival out-
comes. With the advancement of robotic systems, these platforms
can assist medical responders by rapidly assessing casualties. One
crucial indicator of a casualty’s health is their motor response:
movement in response to stimuli. This paper presents a novel
approach to reliably identify a casualty’s motor response through
robot-human conversation, multi-spectral-modal deep learning
classification, and body pose estimation. To demonstrate our
approach, we evaluated the system with various subjects in frame
performing different motor response behaviors, captured across
RGB, thermal, and time-of-flight video streams on a Boston
Dynamics Spot robot in varying mass casualty incident settings,
following the problem formulation derived from the DARPA
Triage Challenge requirements.

I. INTRODUCTION

The classification of a casualty’s motor response is criti-
cal, and the failure to correctly assess motor response may
propagate through subsequent assessments and compromise
the overall triage accuracy [1]. Furthermore, mass casualty
incidents can be unpredictable, and often there is not explicit
data centered around casualties that may show varying forms
of motor response in dynamic field conditions. To address
this concern, we propose a non-contact robust model that can
capture the various actions a potential casualty may display in
varying dynamic environments.

In the DARPA Triage Challenge framework, motor response
is classified as either “Normal”, “Abnormal”, “Absent”, or
“Not Testable”. Figure 1 defines the specific criteria used to
assign each classification.

Our presented work is based on two heuristics: whether
the casualty assumes a specific posture and whether they
respond with a wave when prompted. We identify posture
by capturing an image of a casualty and utilizing a fine-
tuned YOLOv11 image classification model [2]. To improve
reliability, we complement our posture classification system
with a prompted-response modality that identifies a casualty’s
motor response by determining whether they can perform
a waving motion with their arms when asked, using multi-
spectral pose estimation as input.

This approach allows us not only to distinguish a person
waving using far less training data than typical deep learning
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NORMAL if:

Walking, standing, or sitting unsupported with coordinated movement of limbs OR
Responsive to prompts to move, within limits of sustained injury.

ABNORMAL if:

Lying or sitting supported with minimal movement or twitching AND

Does not respond after 2 speech prompts to move body.

ABSENT if:

Lying or sitting supported with no limb movement.

NOT TESTABLE if:
Cannot assess due to external immobilization of limbs or total occlusion of limbs.

Fig. 1: Motor Alertness Classifications Defined by the DARPA
Triage Challenge

models designed for observing human behavior such as action
recognition models, but also to quantify the magnitude of
motion in a region of interest on any part of a person’s
body. We further build towards reliability by deploying a
vision-language model (VLM) onto our robot, which classifies
the posture of the casualty and asks them to wave their
arms. We baseline our performance on previously established
algorithm’s and utilizes them as another perspective towards
identifying motor response, the presented system integrates
fine-tuned video-based action-recognition models.

The performance of multi-spectral image and video classi-
fiers is measured through 51 casualty test cases during day-
time operations. These results demonstrate early potential for
deploying our model on real hardware during mass-casualty
incidents to reliably estimate casualty body posture and pro-
vide actionable information that supports medical personnel in
field decision-making.

The proposed system has been tested on unmanned ground
vehicles (UGV), allowing for powerful inference in close
proximity to casualties. Our Boston Dynamics Spot UGVs,
equipped with a custom payload including high resolution
color, time-of-flight, and thermal camera [3] allow for the
system to be operated in varying conditions, such as day and
night operations.

The contributions of this paper are as follows:

« A non-contact motor response classification pipeline de-

signed for dynamic field conditions;

e An active approach to motor response assessment that
elicits a waving motion and measures it from skeletal
pose estimation; and

o Preliminary experimental evaluation of performance
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Fig. 2: Overview of deep-learning motor response classification pipeline, green boxes represent image classifier modalities,
purple boxes represent video-based classifier modalities, blue boxes represent intermediary processes, and orange denotes the

probabilistic fusion model

across our image and video classification modalities in
simulated mass casualty incidents.

The remainder of this paper is organized as follows:
Section [ introduces related work in the field of medical
assessment/triage through computer vision and the approach
towards classifying a casualty’s motor alertness. Section [II|
presents the implementation of each deep learning modality
in the proposed pipeline. Section highlights performance
of the proposed approach in simulated mass casualty incidents.
Section [V] concludes this report and discusses future work.

II. RELATED WORK

Body-pose estimation and human behavior classification
have been widely applied, with many works observing a
human subject and learning to identify a specific behavior
(51 (6] [7], however previous works have not focused on motor
response.

Furthermore, previous methods are commonly developed
and evaluated under comparatively controlled conditions, in-
cluding consistent camera frame rates and positioning, ade-
quate lighting, and unobstructed line of sight to the subject.
These assumptions are difficult to maintain in mass-casualty
environments, where non-contact assessment is subject to
substantially greater uncertainty and must be performed under
strict time constraints [8]].

Prior work has been conducted in the field of mass casualty
incidents where they use computer vision to conduct triage
and determine a casualty’s injury severity [9]], [10]. In fact,
in these prior works, their proposed systems utilize both
YOLO detection and skeletal pose estimation to observe a
casualty to determine whether they are conscious/unconscious.
However, these papers fundamentally lacked extensive realistic
scenario testing and were limited to unmanned aerial vehicle

(UAV) daytime operations and did not build frameworks which
considered varying levels of motor response [11]]. In addition,
prior systems simply observe casualties without actually en-
gaging with them, meaning motor response cannot be observed
in absence of some form of prompt to move.

Through the deployment of our quadruped robots, we utilize
conversational VLMs to autonomously interact with a casualty
and issue verbal movement commands, creating opportunities
to assess the motor response from the potential movement that
follows.

In the case of the DARPA Triage challenge, casualties
can be in varying environments where there may be a lack
of lighting and/or obstacles obstructing parts of the body.
Other groups participating in the challenge have also explored
robotic approaches for casualty assessment (13]. How-
ever, their published work does not focus specifically on the
reliable classification of motor response in challenging con-
ditions of mass-casualty environments. This work addresses
these problems through a multi-spectral sensing approach that
combines thermal, Time-of-Flight (TOF), and color (RGB)
imaging.

III. CONVERSATIONAL VLM AND DEEP LEARNING
PIPELINE

To address the crucial need for accurate motor response
classification in highly dynamic environments, our system
leverages a multi-modal approach. This section describes how
we use a combination of deep learning models to reliably
assess body posture, if they are capable of making a respon-
sive waving motion when prompted, and an exploration of
approach on the implementation of various different fine-tuned
video action recognition models.



Currently, outputs of each modality move into a dynamic
Bayesian network (DBN) which is learned from a prior dataset
of casualties [1]]. The proposed system is composed of several
stages. First, a detection model processes an RGB, thermal,
or TOF image and crops the detected person from the frame.
The cropped image is then passed to the image classifiers
and the VLM. At the same time, the detected person is
stored in a frame buffer, which is used to build a short video
sequence. Skeletal pose estimation is applied to this sequence,
and the resulting pose information is used by the principle
spread algorithm to determine motion of magnitude in regions
of interest and skeletal-based action recognition models. The
outputs from these models are then fused through the DBN
to obtain the final prediction of the casualty’s motor response.
The overall structure of the pipeline is shown in Figure 2.

A. Body Pose Classification

The proposed deep-learning pipeline categorizes human
body pose into three classes: standing, sitting, and lying down.
Supported and unsupported sitting are grouped into a single
class because there is not enough data to distinguish between
the two; additional sensing modalities provide complemen-
tary information for determining a casualty’s overall motor
response.

Based on the DARPA definition of motor response described
earlier, a standing individual can be directly classified as
having a “Normal” motor response. Given the relatively simple
structure of this classification problem, we develop a dedicated
pose-classification model for each camera modality and fine-
tune each model using a custom dataset. The dataset contains
approximately 2,000 images of simulated casualties collected
during previous DARPA Triage Challenge (DTC) events using
a mix of UGV and UAV-mounted RGB, thermal, and TOF
cameras. Figure 3 presents a sample of images from mock
mass casualty incidents.

(a) RGB

(b) Thermal (c) Time-of-Flight

Fig. 3: Sample Images by Modality from Mock Mass Casualty
Incidents

B. Prompted Motion Magnitude in Regions of Interest

To complement our body pose classification system, we
propose a lightweight approach towards identifying a casu-
alty’s motor response by identifying if they are capable of
conducting a waving motion with one or both of their arms
when prompted by a UGV platform. The motion magnitude
estimator is capable of handling multi-spectral videos since
it operates only on skeletal keypoints rather than raw pixels,

allowing for real time inference over a casualty in day or night
operations.

Using the YOLOvI1 Skeletal Pose Estimation Model [2]]
we estimate 2D key points from a person in frame of the
camera. Figure 4 shows this pose estimation model operating
in RGB, thermal, and TOF. The Pose estimation model outputs
17 keypoints, each defined by X and y coordinates within the
image frame, representing specific body parts.

(a) RGB

Fig. 4: Body Skeletal Overlay from YOLOvI1 Pose Estima-
tion Model

(b) Thermal (c) Time-of-Flight

We propose identifying a casualty’s motor response by
having the UGV prompt the individual, through a VLM, to
wave their arms and then analyze the resulting arm motion.
This is done by observing the variance in distance between
the wrist and shoulder of each arm across a buffer of skeletal
images. We assume that the shoulder remains approximately
stationary during this motion; therefore, when an individual
waves their arm, the variance in this distance increases as the
wrist repeatedly moves toward and away from the shoulder.
The information extracted from both arms is then combined
into a covariance matrix used to determine whether the ca-
sualty responded to the prompt. As seen in equation 2, for
each arm s, the buffer DS = fdfghlL, yields the sample
covariance matrix over K image frames and d represents the
displacement vector between the X and Yy position of the wrist
pw and shoulder psp, as seen in equation 1.
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We then use the covariance matrix to derive the largest eigen-
value of each arm, quantifying the largest direction spread

amount for each arm, as seen in equation 3.
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Algorithm 1 shows a pseudo-code approach for how we are
able to quantify this variance in an individual’s arms when
waving.

Because this system quantifies the magnitude of change
from motion in the arms, it also provides insight into whether
a casualty is exhibiting twitching in the arms, a potential
indicator of abnormal motor alertness. We collect probability
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